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Overview:
On November 9-11, 2016, a CAMERA-sponsored workshop was held at the Lawrence Berkeley
Laboratory with focus on current state-of-the-art for tomographic reconstruction algorithms.

The goal of the workshop was to bring together users, practitioners, and developers to assess the
current landscape of available algorithms, to investigate communalities and differences among the
various techniques, and to discuss a range of topics, from required theoretical and algorithmic
advancements on through to practical issues of implementation and deployment.

Participants included beamline scientists, developers and users. Talks included:

• Developer talks to describe their current algorithms, capabilities, and potential.

• Users talks to discuss successes and unmet needs, and to find common goals.

• Beamline scientists talks to present recent and future developments at the instrumentation,
driven by user requirements as well as algorithm and software developments.

The following sessions were held during the meeting:

• Algorithms for Synchrotron Tomography

• Roundtable discussion on benchmarking

• Software for Synchrotron Tomography

• Hands-on with Algorithms and Software

• Algorithms and Software from a User’s
Perspective: Success stories/unmet needs

A key component of the workshop was hands-on demonstration by algorithm designers and software
developers of a wide spectrum of packages:

• In advance of the meeting, nine different software packages were sent to CAMERA. These
packages included: TomoPy, The ASTRA Toolbox, UFO, Savu, PyHST2, TXM-Wizard,
Livermore Tomography Toolbox (LTT), Xi-cam, and TomoCam.

• The packages were all installed on LBNL machines, with a log kept of challenges involved in
installing working versions.

• Machines were made available to run these packages during the workshop, including work-
stations, GPU clusters, and supercomputing facilities at NERSC.

Ample time was included to demonstrate each package and to discuss various strengths.

The meeting produced a series of recommendations for paths forward. Recommendations included:

• New models to share algorithms and code in key areas.

• Establishment of benchmark data sets to compare various algorithms.

• Shared working groups to build on communication established during the workshop.

The response to the workshop was highly favorable. Many commented that they knew of each
other’s work, but had never met. Others appreciated the chance to both see a wider community,
and to build linkages between various projects. New collaborations were suggested and started.



I. Worshop: Participants, Sessions, Software

Participants:
Participants were from six countries and eleven different light source facilities.

• Dula Parkinson (CAMERA/LBNL)

• James Sethian (CAMERA/LBNL)

• Daniël Pelt (CAMERA/LBNL)

• S. Venkatakrishnan (CAMERA/LBNL)

• Alex Hexemer (CAMERA/LBNL)

• Ron Pandolfi (CAMERA/LBNL)

• Pratiti Mandal (CAMERA/LBNL)

• Dinesh Kumar (CAMERA/LBNL)

• Doga Gursoy (APS/Argonne)

• Francesco De Carlo (APS/Argonne)

• Rafael Vescovi (APS/Argonne)

• Tekin Bicer (APS/Argonne)

• William Scullin (ALCF/Argonne)

• Matthias Vogelgesang (KIT)

• Andreas Kopmann (KIT)

• Nghia Vo (Diamond)

• Mark Basham (Diamond)

• Nicola Wadeson (Diamond)

• Kyle Champley (LLNL)

• Ryan Crum (LLNL)

• Yijin Liu (SSRL/SLAC)

• Peter Ercius (NCEM/LBNL)

• Willem Jan Palenstijn (CWI)

• Holger Kohr (CWI)

• Darren Thompson (CSIRO)

• Michael Sutherland (DMEA)

• Axel Ekman (UCSF/LBNL)

• Tia Plautz (UCSF/LBNL)

• Harold Barnard (ALS/LBNL)

• Xiao Wang (Purdue)

• Nikolay Malitsky (NSLS-II/BNL)

• Simo Makiharju (UC Berkeley)

• Felix Beckmann (PETRA-III/DESY)

• Jan Garrevoet (PETRA-III/DESY)

• Matej Zdenek (Max IV)

• Federica Marone (SLS)

Workshop Sessions:

Algorithms for Synchrotron Tomography: Synchrotron tomography experiments continue to push
the limits of time and spatial resolution, while at the same time constantly expanding the kinds of
in situ environments that are used for samples. In addition, because of the tight schedule between
users and the limited beam time for each user, it is often difficult to spend the optimal amount
of time aligning, cleaning, and adjusting the hardware. Each of these factors can contribute to
challenges in obtaining a tomographic reconstruction that lets a user see what they need to see–
whether by eye or through a subsequent processing or analysis algorithm. From another perspective,
the rapidly increasing data rates combine with in situ experiments to frequently require very fast
feedback, which requires maximizing the speed of reconstruction. This session is devoted to the
latest advances in algorithms that improve the speed and/or the image quality of tomographic
reconstruction, whether for a particular situation or for an array of applications.

Roundtable discussion on benchmarking: A large number of both algorithms and software packages
for tomographic reconstruction are now available. In the scientific literature (as well as in ads for
commercial software), claims of novelty, quality, and speed, are frequently made. In some cases
comparisons with a small sample of other methods are published, while in other cases various
speed or quality claims are simply stated. This roundtable discussion will invite a few leading
contributors to synchrotron tomography software and algorithms to discuss their views on how the
community might agree on some appropriate ways to fairly evaluate and test new algorithms and



software. Audience members will have a chance to submit questions in advance, and there will also
be a chance for questions made directly to the panel near the end of the session.

Software for Synchrotron Tomography: A key feature of synchrotrons is that they are generally
user facilities. Due to the enormous expansion of the applicability of synchrotron tomography in
a number of fields, many of the users of tomography beamlines are not experts in synchrotron
science or tomography, but in biology or materials science or another field. Because of this, many
beamline scientists and synchrotron software teams have been striving to provide users not just
algorithms, but with complete software packages that package these algorithms in a way that makes
them useful to this broad array of users. This session is devoted to the developers of software for
synchrotron tomography, giving them a chance to present the key motivators and features of their
software, and their future plans. These presentations may lead to ideas for new collaborations or
to ways of sharing and integrating features between packages so that they benefit each other.

Hands-on with Algorithms and Software: A key goal of this workshop is to get an overview of the
various algorithms and software packages that are available for processing tomographic data, to
allow users and beamline scientists to get some hands-on experience with these packages, and to
allow algorithm and software developers to become more familiar with other available algorithms
and software. We believe this will lead to less duplication of effort, which in turn will allow more
effort to be spent on developing truly new and unique capabilities. Each developer will be assigned
a time slot during which they will host small groups of participants who want some “hands on”
time with the software being developed. We will work with all interested developers in advance to
deploy the software on an appropriate computer system at LBNL, and make accounts available on
these systems for all participants who want to try the software. Available systems include:

• Cori Phase I at NERSC (http://www.nersc.gov/systems/cori/), a supercomputer with
52,160 compute cores.

• GPU clusters

• Linux, Windows, and Mac Workstations (with GPU)

We will also collect challenging (and not-so-challenging) data sets from multiple facilities in advance
and share them with developers so that the participants can more easily evaluate and understand
the applicability of particular algorithms and software packages.

Algorithms and Software from a User’s Perspective: Success stories and unmet needs: During this
session, users of tomography software and algorithms (including both beamline scientists and fa-
cility users) will discuss their experiences. They will share success stories, including overcoming
challenges in extracting information, or in increasing speed to provide needed feedback during ex-
periments. They will also share their as yet unmet needs, or places in which algorithms or software
are not performing as well as they would like. Finally, speakers in this session will take a few min-
utes each to highlight what they found most interesting, exciting, or promising from the software
and algorithm developer presentations, especially if they had a chance to try something new during
the hands-on session.



Installed Software:

In advance of the workshop, the following software packages were installed and made available
to participants. Each package was demonstrated by a attending developer, and examples were
processed and analyzed.

• TomoPy: TomoPy is an open-source Python package for tomographic data processing and
image reconstruction. Development is led by Argonne National Laboratory.

• The ASTRA toolbox: The ASTRA Toolbox is a MATLAB and Python toolbox of high-
performance GPU primitives for 2D and 3D tomography, developed at CWI, Amsterdam,
The Netherlands.

• UFO: UFO is a multi-threaded, GPU-enabled and distributed data processing framework,
developed at Karlsruhe Institute of Technology, Germany.

• Savu: Savu is a Python framework to assist with reconstructing tomography data. The
project was started at Diamond Light Source when a new pipeline was required for dealing
with the more complex tomography reconstruction processes that were appearing at the
facility.

• PyHST2: Hybrid distributed program for high speed tomographic reconstruction with it-
erative reconstruction and a priori knowledge capabilities, developed at ESRF, Grenoble,
France.

• TXM-Wizard: Toolbox for handling tomography data from X-ray transmission microscopes
with time and energy resolution, developed at SLAC National Laboratory.

• LTT: Livermore Tomography Tools (LTT), a library with many tomography algorithms and
system models, developed at Lawrence Livermore National Laboratory.

• Xi-cam: Xi-cam is a graphical environment for synchrotron data analysis, management,
and visualization developed by the Advanced Light Source at Lawrence Berkeley National
Laboratory. It includes a tomography plug-in that gives users access to various tomography
algorithms.

• TomoCam: TomoCam is a fast GPU-based implementation of tomographic reconstruction
based on non-uniform FFT developed by CAMERA at Lawrence Berkeley National Labora-
tory.



II. Recommendations:
The following recommendations were put forward in the meeting’s final session.

Meet again: There was universal agreement that this meeting was a good idea, and that we should
have it yearly. The proposal is for the first week of November, 2017.

Working groups: As a community, we need to have in-depth on-going discussions about many of the
issues discussed during the workshop. Three working groups were proposed, and many participants
volunteered to join these working groups: 1. Working group on web portal. 2. Working group on
computing benchmarks (e.g. speed, scalability). 3. Working group on image quality benchmarks
(e.g. noise, resolution, artifacts).

Shared community web portal: It was agreed that the creation of a website with information about
the various software packages and algorithms for tomographic problems will be useful for both the
development community and the users. The website should be editable by the community. After
the workshop, such a website was created at https://tomopedia.github.io. In addition to being
a repository of software and algorithms, it is critical that there be access to a shared repository
of raw data of various types from various facilities. Public data is essential to allow algorithm
developers test and benchmark their codes in a way that makes their results easy for others to
understand and interpret. Data from 3 facilities was collected as part of this workshop. Some
workshop participants have previously made significant efforts in collecting data for this purpose
creating a private repository containing a large number of “reference” and “challenging” data sets
from all major synchrotron facilities as well as phantoms for benchmarking tomographic image
reconstruction. As a follow up activity of this workshop this repository will be made public at
http://www.aps.anl.gov/tomobank starting from late January 2017.

Algorithms: It is hard for beamlines to take advantage of published algorithms. Algorithm devel-
opers should package their new work within the tools, software, or frameworks already in use at
the beamlines to make it easy for beamline users to try new techniques. Pre-processing is a key
part of reconstruction, and these methods should also be shared. Adoption of new algorithms will
also be encouraged when developers benchmark software using shared data sets and then share
information about their work on the portal.

Software: Rather than try and settle on only one package or approach, or require everyone to con-
tribute to a single software infrastructure, we should aim for modularity and commonality so that
various new ideas can be tried. Taking advantage of some common higher level structures, such
as python, could be advantageous. It is often difficult to understand similarities and differences
between existing algorithms and software, we need to be open about discussing reasons for dupli-
cation, and converge when appropriate. In order to make it easy to try out each others’ software,
developers need to make use of a standardized set of data examples, sample scripts, correct answers,
and regression tests, so that people can know that they have correctly installed a package, and get
a start on using it correctly.


